
Mynah: An assistive tool for
the speech impaired 

PROJECT BY:  
Dr. TSOI Desmond Yau-chat 

System Design

Motivations Solution Application

BHATT Umakant Datt
SHRESTHA Aayush
SUNG Ka Hong

SUPERVISED BY:

Over 70 million people
cannot communicate verbally

with ease

They require assistance to
carry out day to day activities 

Have difficulty in integrating
with society

 

 

   

A system that is able to
automatically produce a

speaking head model video
using text and sample video 

Produces customized speeches
using short speech samples of

any user 

Generates a head model video
to make the speech realistic 

Eliminates the need for long
term external assistance with a
convenient text input system 

 

 

Overall Model Architecture

The architecture accepts an image, a short recording of their desired voice, and the
script in text format as input and outputs a talking head model video based on the
still image, in their desired voice. 
Three modules that carry out specific tasks:

 Text-to-Speech Module
Using the source speech sample as a reference will convert the input text
into speech with a voice similar to the source speech.  

Speech-to-Landmarks Module
The generated speech is used to create face landmarks such as eyes
movements, which is essential for better speech comprehension.

Landmark-to-Video Module
The generalized face landmark video produced is mapped with the still
image to produce a talking head model video with the desired voice. 

Application Architecture 

 This project will use a mobile application for users to access our system.
The frontend or the mobile application will carry out certain tasks:

Generate a talking head model video using text
Users can select the available trained models and their picture to generate a
talking head model video using text.

Train a custom voice
Users will can either choose a trained voice or let others who can speak to
read the displayed 10 sentences on the screen (required only once), which
will be used to train a custom voice.

The backend will carry out the major heavy computation tasks.
Create RESTAPIs to communicate with the mobile application. 
Run models to train and produce talking head model videos.

Deployed in the backend



 

Vision

Methodology

 Encoder
Used to derive an embedding from a target voice. The embedding is low-dimensional and is a
meaningful representation of the target voice.

Synthesizer
Conditioned on embedding, produces a spectrogram from the text and the target voice. The
synthesizer uses Tacotron to produce mel-spectrograms.

Vocoder
Utilizes the spectrogram to deduce an audio waveform. 

Text-to-Speech
Module 

Speech-to-
Landmark Module

 Takes a short frame of the raw waveform (speech) as input and produces the Active Shape Models
(ASMs) weights corresponding to the frame. ASMs are deformable statistical models of the shape of
objects that represent the variation in the training set by a set of coefficients.
Principal Components Analysis (PCA) is used to derive coefficients and weights.
Input is followed by four 1-D convolutional layers, each with strides and Leaky ReLU activation
function with a slope of 0.3 and dropout rates of 0.2.
One fully connected layer follows the stack of convolutional layers that outputs the ASM's weight. 

Landmark-to-Video
Module

 Motion Module
The motion module predicts the dense motion field from frames of the face landmarks to the
source frame of still image or video. The predicted dense motion field is used to align the
features map from the source frame. 

Key point detector: extracts  sparse key points and local affine transformation with respect
to an abstract reference frame
Dense motion module: generates optical flow from face landmarks to source frame and
occlusion map.

Generator Module
Takes source image and output from dense motion module to generate the video.

Frontend

Backend

The client (mobile application) requests data (realistic head model) through
the Nginx web server. 
Gunicorn handles proxies between Nginx and the web framework Flask.
The server side Flask implementation handles pipelining our work on
realistic head generation and returning the result back to the client that
requested through the Flask API.
Docker Compose is used together with Flask and Nginx to provide a
convenient way to configure multiple Docker containers and services.
In order to make sure the web application is able to scale up, recover from a
crash, and handle HTTP requests, Gunicorn which is a Web Server
Gateway Interface (WSGI) is used with Supervisor.

Build using React Native.
Provides a user interface for users to generate their
talking head model videos and to train a  model for
custom speech.
To train a model for custom speech

The application will display a total of 10
sentences, one at a time, and a interface for the
user or any other person to record themselves. 
The recorded 10 sentences will be sent to the
backend to train the model for custom speech
using Fetch API. Training a model requires
around 20-30 minutes. 

To generate a talking head model video
The application prompts the user to select a previously trained model
which is used to generated custom voices.
Proceeds to ask user to either upload or take a photo or a short video.
Finally, the user can type text scripts which will be sent to the backend
using FetchAPI and the generated video will be displayed in the
background.

The team believes in the potential of the system and plans to go
beyond just a project. After surveying several people who can not
properly express themselves through verbal means and
understanding their difficulties, we believe that with further
improvement, our system can potentially allow them to integrate
with society. 

Currently, people who face difficulty in verbally expressing
themselves either require external assistance or need to write down
in text to convey their thoughts. Since having external assistance all
the time is impractical and difficult, and communicating through
text in situations such as presentations and discussions might make
them feel left out, our system which automatically produces a
talking head model video with a custom selected voice can
eliminate the long term need for external assistance and help them
integrate into the society by giving them a chance to make
themselves heard in events such as presentation in schools, or
discussion among employers. 

Furthermore, our application is cost-effective and open-sourced,
which allows better accessibility among the general public and
researchers to build on top of our work. 
 

Evaluation

Conclusion

The team evaluated the system through the means of mean opinion score to provide
concrete validity of our results. A group of volunteer evaluators, around 20 people, have
been asked to give ratings from 0 to 5 for the accuracy of the generated video on aspects
of speech and video generation.

Among 20 users, a mean score of 4.85 was given for the generated speech whereas a
mean score of 4.05 was given for the generated video.

Furthermore we also surveyed members of the target groups, the verbally impaired
population, by asking about the usefulness of our system, for which the responses
were mostly positive. 

The team believes that our system can produce almost realistic head model videos
just using text. The mean opinion score of the group of volunteers reflects the
reliability of our system. Although the evaluation was done with a common group
of volunteers, the feedback from the survey and our results prove the feasibility of
our system.  


